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Objective
• Develop an analysis pipeline that determines when to offload

memory-intensive tasks to Processing-in-Memory (PIM) devices.
• Enhance computational efficiency and cost-effectiveness by optimizing

memory usage.
• Eventually integrate the pipeline with Globus Compute, a

Function-as-a-Service (FaaS) platform.
• Leverage Globus Compute’s Python-based environment to

facilitate easy adoption and usage by Python programmers.

Memory Bound Applications
• Applications often become memory-bound, where performance is

limited by memory access speed rather than CPU speed.
• The CPU waits for data transfers between memory and the processor,

causing idle CPU cycles.
• Memory retrieval (RAM) is slower than CPU processing, making

programs like simulations, data analysis, or graphics processing more
susceptible to being memory-bound.

• High memory access latency causes delays as processors wait for
data.

• Limited cache utilization worsens the problem, as effective cache
use reduces memory bottlenecks by storing frequently accessed data
closer to the CPU.

• Cache misses occur when the working set size exceeds cache size or
access patterns are irregular, requiring additional access to slower main
memory.

• Bandwidth constraints arise when the memory subsystem cannot
supply data to the CPU fast enough, further limiting performance.

Background
• Processing in Memory (PIM) is a promising solution to

memory-bound system limitations.
• Traditional architectures face inefficiencies in data transfer between CPU

and memory, causing bottlenecks.
• PIM reduces data movement by enabling computation directly within

the memory, saving time and energy.
• Mutlu et al. highlight how PIM addresses issues like high memory

access latency and limited cache utilization.
• Chen et al. introduce a framework that integrates PIM into existing

systems with minimal code changes.
• PIM improves performance, reducing latency and increasing throughput,

making it ideal for memory-bound applications.
• Boosting RAM capacity could help, but using PIM is often more

practical and cost-effective.
• The key challenge is deciding when to transfer tasks to PIM devices

for optimal performance.

Optimizing Memory Usage with MemGaze
• Our Workflow: The process begins by writing the application function in Python, then deploying it using Globus Compute FaaS (currently

under development). To ensure compatibility with MemGaze, the Python function is converted into C using Cython. The function is executed with
MemGaze to collect memory trace data. Finally, the trace files are analyzed to generate cluster graphs that reveal memory usage patterns and potential
optimization points.

• MemGaze Analysis: MemGaze evaluates memory reuse patterns across both temporal and spatial dimensions, highlighting areas for optimization.
The generated clustered graphs visualize these memory usage patterns, helping developers pinpoint sections of the code that can benefit from PIM
offloading. This process reduces memory bottlenecks and enhances the overall performance of memory-bound applications.
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Results
• The trace text files must first be filtered to generate meaningful graphs

for analysis.
• This filtering process isolates the original Python code, excluding

additional Cython-generated code.
• A custom Python script allows users to search for and focus on

original Python functions.
• Ensures that the analysis pertains solely to Python code, avoiding

interference from extraneous Cython functions.
• Proper filtering results in more accurate and meaningful graphs,

facilitating clearer insights during analysis.

Conclusion
• The project streamlines the process of identifying memory usage in

applications.
• Helps determine whether portions should be offloaded to a

Processing-in-Memory (PIM) device.
• Provides tools for programmers to make informed decisions about PIM

utilization.
• Future work includes automating the process and improving graph

analysis capabilities.
• More detailed explanations and guidance on offloading decisions are

needed.
• The pipeline design could be integrated into a Function-as-a-Service

(FaaS) platform like Globus Compute.
• The current process is simple, allowing any programmer to analyze the

memory usage of Python programs. It is not limited to only Python
programs, it can also be used for C programs.
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